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Preface

A measurement leaves a hidden system partly unknown. What it changes is
the distribution of the states that remain possible, and stochastic filtering
studies that distribution when the hidden system is a diffusion and the
observations arrive through a separate noisy channel. The conditional mean
is one summary of it; event probabilities, credible regions and decisions draw
on the rest of the law, and this book keeps the whole law in view.

The first three chapters build the target. Chapter 1 fixes the observer’s
information as a filtration and constructs regular conditional laws relative
to it. Chapter 2 develops the signal, its generator and the prediction op-
erator, with exact Gaussian transitions for linear signals in any dimension.
Chapter 3 adds Bayes updates at sampled times and turns the recursion
into two exact algorithms, the forward algorithm on a finite state set and
the sampled Kalman filter. Chapter 4 then proves the Kalman–Bucy filter
for a continuous record by Gaussian orthogonality and Itô’s formula alone,
and studies the Riccati flow as a dynamical system: its comparison theorem,
the algebraic Riccati equation, and convergence to the stabilising solution
under detectability and stabilisability.

Chapters 5 and 6 treat the general model. A reference probability makes
the record a Brownian motion independent of the signal, the Kallianpur–
Striebel formula writes the filter as a ratio, and the unnormalised filter
solves the linear Zakai equation, which has exactly one solution for regular
coefficients. The robust representation of Clark and Davis expresses the
filter as a continuous functional of the observed path. Innovations and Itô’s
quotient rule then lead to the Kushner–Stratonovich equation. Chapter 7
asks when finitely many statistics carry the conditional law: it proves the
Wonham equation for finite-state chains and the Beneš filter, a nonlinear
diffusion whose filter is a reweighted Kalman–Bucy filter, and it places the
cubic sensor beyond any smooth finite-dimensional recursion. Chapter 8
studies how a filter forgets its initial law, with exponential rates for the
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Kalman–Bucy filter and Birkhoff’s contraction coefficient in the Hilbert
metric for positive kernels.

The last four chapters approximate. Chapter 9 writes the conditional
density as the solution of a stochastic partial differential equation, converts
it through the robust form into a parabolic equation with random coef-
ficients, and computes it by the splitting-up scheme, which alternates a
Fokker–Planck step on a grid with an exact Bayes factor for each observa-
tion increment. Chapter 10 projects the density onto finite families; there
the theorem of Brigo, Hanzon and Le Gland identifies the Hellinger projec-
tion filter on an exponential family with the Stratonovich assumed-density
filter, and the extended Kalman filter appears as a linearised Gaussian clo-
sure. Chapter 11 builds particle filters from importance weights and the
Feynman–Kac recursion, with adaptive and systematic resampling, auxil-
iary and Rao–Blackwellised filters, an unbiased estimator of the evidence
and Girsanov-weighted particles for a continuous record. Chapter 12 proves
that these filters converge, with a constant that stays bounded in time when
the signal mixes, and carries the approximation error through to the risk
of a decision.

The reader is assumed to know measure-theoretic probability, Itô calcu-
lus, linear algebra and elementary partial differential equations. Results are
proved where a graduate reader can follow the proof in a few pages, and
cited with their hypotheses where the full argument belongs to a mono-
graph. The texts of Bain and Crisan, Liptser and Shiryaev, Kallianpur and
Jazwinski are good companions throughout.

The figures are drawn from exact formulas and chosen to make a mech-
anism visible: a posterior whose two modes leave its mean in a valley, a
Riccati variance approaching its floor from both sides, weights that con-
centrate while particle labels disappear. Every chapter states at least one
algorithm as a procedure with its inputs, its steps and its output, so that
each method can be implemented as it is read.

The chapters are meant to be read in order through Chapter 8. After
that, the density chapters and the particle chapters form two connected
routes into approximation, and Chapter 12 brings them together.

Erik Lindevall
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Chapter 1

Conditional Distributions
and Partial Observation

A measuring instrument seldom reports the quantity we want. It reports
a noisy, accumulated or partial function of it: a position blurred by sen-
sor noise, a magnitude stripped of its sign, a voltage that depends on a
hidden state through a nonlinear response. This book asks what such a
record allows us to conclude about the hidden state, and how to compute
that conclusion as the record grows in continuous time. The answer is a
probability law, the conditional distribution of the state given the obser-
vations. A single estimate is extracted from it afterwards, once a loss has
been chosen, and different losses extract different estimates from the same
law.

This first chapter builds the objects that the rest of the book computes.
It fixes the observer’s information as the filtration generated by the ob-
served path and shows that every admissible estimate is a functional of
that path. It constructs conditional expectations and regular conditional
laws relative to this information, proves the Bayes formula, and separates
filtering, prediction and smoothing by two time indices. It then turns a
conditional law into decisions through conditional risks. A scalar Gaussian
mixture carries all of these objects in closed form, including a conditional
mean that sits between two posterior modes, and leads to an exact finite
decision algorithm.

The later chapters supply the dynamics and the equations: signal mod-
els and prediction in Chapter 2, Bayes updates at sampled times in Chapter
3, the Kalman–Bucy, Zakai, Kushner–Stratonovich and Wonham equations
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Chapter 1

for continuous records in Chapters 4 to 7, the stability of filters in Chap-
ter 8, and their approximation by densities, projections and particles in
Chapters 9 to 12.

1.1 Signals, observations and available infor-
mation

The hidden signal 𝑋 = (𝑋𝑡)𝑡≥0 and the observation 𝑌 = (𝑌𝑡)𝑡≥0 are two
random processes on one probability space. The model describes both; an
estimate may use only the second. This is the setting of the classical mono-
graphs of Liptser and Shiryaev [1], Kallianpur [2], Jazwinski [3] and Bain
and Crisan [4], which the reader will find useful alongside every chapter of
this book, while the measure theory of conditioning used below is developed
in Chapter 6 of Kallenberg [5]. For a state in ℝ𝑑 and a record in ℝ𝑚, the
following assumptions give the continuous-time setting.

Assumption 1.1 (A probability model for partial observation). Work on
a complete filtered probability space (Ω, ℱ, (ℱ𝑡)𝑡≥0, 𝑃 ) carrying continuous
adapted processes 𝑋 and 𝑌 with values in ℝ𝑑 and ℝ𝑚. Let ℎ ∶ ℝ𝑑 → ℝ𝑚 be
Borel measurable, let 𝑅 be a constant positive definite 𝑚 by 𝑚 matrix, and
let 𝑉 be an 𝑚-dimensional Brownian motion relative to the model filtration.
Assume 𝑌0 = 0 and 𝑌𝑡 = ∫𝑡

0 ℎ(𝑋𝑠) 𝑑𝑠+𝑅1/2𝑉𝑡, that 𝑉 is independent of the
initial signal and of the signal’s driving noise, and that 𝐸 ∫𝑇

0 ‖ℎ(𝑋𝑠)‖2 𝑑𝑠 <
∞ for every finite 𝑇 . Chapter 2 constructs signals with these properties.

Here 𝑅1/2 is the positive definite square root of 𝑅. The integrability
condition gives the observation drift its meaning: by the Cauchy–Schwarz
inequality in time, 𝐸 ∫𝑇

0 ‖ℎ(𝑋𝑠)‖ 𝑑𝑠 is at most
√

𝑇 times the square root of
𝐸 ∫𝑇

0 ‖ℎ(𝑋𝑠)‖2 𝑑𝑠. A continuous adapted process is progressively measur-
able, so ℎ(𝑋𝑠) is jointly measurable in (𝑠, 𝜔) on every finite interval. The
observed random object is the integrated process 𝑌 ; the familiar notation
𝑑𝑌𝑡 = ℎ(𝑋𝑡) 𝑑𝑡 + 𝑅1/2𝑑𝑉𝑡 abbreviates the integral equation and involves no
derivative of a Brownian path.

Two cases of the assumption recur in this chapter. With ℎ ≡ 0 the
record is independent of the signal, and Section 1.4 uses it to separate
a change of target from a change of information. With a static scalar
signal, ℎ(𝑥) = 𝑥 and 𝑅 = 𝑟2, the value 𝑌𝑡/𝑡 = 𝑋 + 𝑟𝑉𝑡/𝑡 is a single noisy
measurement of 𝑋 with noise variance 𝑟2/𝑡; Section 1.6 studies this one-
time measurement in full.
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Signals, observations and available information

The model filtration may contain 𝑋0, the signal noise and the observa-
tion noise up to time 𝑡. That is what allows the joint model to be written
down, and it makes these quantities available to the analysis of the model,
while the observer receives only 𝑌 . Defining 𝑉 on the same space as 𝑌
leaves its realized path hidden: recovering 𝑉 from 𝑌 would require sub-
tracting the observation drift, which depends on the hidden signal. The
information used by an estimate is therefore a filtration in its own right, as
in the continuous-time formulation of [6] (Chapter 7 and Section 7.2).

Definition 1.2 (Raw, completed and right-limit observation filtrations).
The raw observation filtration is 𝒴0

𝑡 ∶= 𝜎(𝑌𝑠 ∶ 0 ≤ 𝑠 ≤ 𝑡). Let 𝒩𝑃 contain
every subset of every 𝑃 -null event of ℱ, and put 𝒴𝑡 ∶= 𝒴0

𝑡 ∨ 𝒩𝑃 . This
completed observation filtration is the conditioning information of this book
unless another choice is stated. Its right-limit augmentation is 𝒴𝑡+ ∶=
⋂𝑢>𝑡 𝒴𝑢; equality of 𝒴𝑡 and 𝒴𝑡+ is a property of a model, proved where it
is used.

An observation filtration is increasing, since an earlier record is part
of every later one. Completion and the right limit are different operations:
completion adds the subsets of probability-zero events, while the right limit
intersects the information available at all strictly later times. For the mod-
els of Chapters 5 and 6, right-continuity of 𝒴𝑡 is proved through an equiv-
alent reference law under which 𝑌 is a Brownian motion with covariance
𝑅; Chapters 5 and 6 give the argument. The present chapter conditions at
fixed times, where only completion enters. Because the model filtration is
complete, 𝒴𝑡 ⊆ ℱ𝑡, and a 𝒴𝑡-measurable real random variable is called an
admissible estimate at time 𝑡.

For continuous paths the raw history is generated by countably many
values: each 𝑌𝑠 with 𝑠 < 𝑡 is the limit of 𝑌𝑞 along rational 𝑞 < 𝑡 approaching
𝑠, and the endpoint 𝑌𝑡 is added. Conditioning on a whole path is therefore
conditioning on countably many coordinates. The effect of completion is
elementary and useful.

Proposition 1.3 (Completion preserves events modulo null sets). For fixed
𝑡, every 𝐴 ∈ 𝒴𝑡 differs from some 𝐴0 ∈ 𝒴0

𝑡 by a 𝑃 -null set. Hence the two
indicators define the same element of 𝐿𝑝(𝑃 ) for every 1 ≤ 𝑝 < ∞.

Proof. Let 𝒜 be the class of events 𝐴 ∈ ℱ for which some 𝐴0 ∈ 𝒴0
𝑡 satisfies

𝑃(𝐴 △ 𝐴0) = 0. Taking complements preserves the symmetric difference.
If 𝐴𝑛 has raw representative 𝐴0,𝑛, the symmetric difference of ⋃𝑛 𝐴𝑛 and
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Chapter 3

Bayesian Updates and
Discrete Observations

A tracking sensor reports the position of a diffusing particle once every few
seconds, and each report carries an independent error. Each report raises
two questions: what is the conditional law of the particle now, and how
probable was the report under the model? One repeated operation answers
both. Between reports the conditional law moves with the transition law
of the signal. At a report it is multiplied by the likelihood of the reading
and divided by the predictive density of that reading. This chapter makes
that operation exact.

Chapter 1 defined the conditional law as the object of filtering, and
Chapter 2 supplied the transition law of the hidden diffusion. Here the
observations arrive at isolated times. We first establish Bayes’ formula for
a measurement kernel, with the predictive evidence as its denominator, and
study what reweighting preserves: null sets, ratios of masses, moments, and
distances between laws. With Markov prediction, the update gives an exact
recursion for the sampled filter and an unnormalised form whose mass is
the likelihood of the data. Two representations make the recursion a finite
computation: a finite state space, where it is the forward algorithm, and the
linear Gaussian signal, where it is the sampled Kalman filter. A quadratic
sensor and a Gaussian mixture give exact nonlinear posteriors, and the
first has a conditional mean lying between two modes. The final section
separates a sampled endpoint reading from an increment of a continuous
record, which is the observation model of the chapters that follow.

67



Chapter 3

3.1 Measurement kernels and predictive evi-
dence

Let 𝑋 denote a hidden state in a standard Borel space 𝐸, with prior prob-
ability 𝜇, and let 𝑍 be a reading in a standard Borel space 𝐹 . A measure-
ment kernel specifies the distribution of 𝑍 at each possible state, before any
reading is supplied.

Assumption 3.1 (Endpoint observation model). Let 𝜈 be a sigma-finite
measure on 𝐹 . Given 𝑋 = 𝑥, the observation 𝑍 has a jointly measurable,
nonnegative density 𝑔(𝑧, 𝑥) satisfying ∫𝐹 𝑔(𝑧, 𝑥) 𝜈(𝑑𝑧) = 1 for every 𝑥 ∈ 𝐸.
In a repeated endpoint model, observations are conditionally independent
given the sampled state sequence, and the conditional distribution of each
observation depends only on its corresponding state.

For one measurement the joint probability is determined on rectangles
by

ℙ(𝑋 ∈ 𝐴, 𝑍 ∈ 𝐶) = ∫
𝐴

∫
𝐶

𝑔(𝑧, 𝑥) 𝜈(𝑑𝑧) 𝜇(𝑑𝑥).

The state and observation measures have separate roles. The prior may
be any probability on 𝐸, with or without a density, while the observation
density is integrated against 𝜈. Counting measure gives a categorical sensor;
Lebesgue measure gives a real-valued reading. This is the state-space con-
vention of Doucet and Johansen, Section 2.1, equations (1)–(7) [15], written
with kernels so that singular state laws are included. Cappé, Moulines and
Rydén develop hidden Markov models in the same kernel generality [16].

Definition 3.2 (Discrete measurement likelihood). For a fixed reading
𝑧 ∈ 𝐹 , the discrete measurement likelihood is ℓ𝑧(𝑥) ∶= 𝑔(𝑧, 𝑥), regarded as
a function of state. Its prior integral 𝑐𝜇(𝑧) ∶= 𝜇(ℓ𝑧) = ∫𝐸 𝑔(𝑧, 𝑥) 𝜇(𝑑𝑥) is
the predictive evidence at 𝑧.

The subscript on 𝑐𝜇 records the prior used to predict the reading; in
the recursion below the same letter carries the step index. In a continuous
observation space, 𝑔(𝑧, 𝑥) and 𝑐𝜇(𝑧) are density values. Probabilities come
from integrating them over observation sets.

Proposition 3.3 (Evidence is an observation density). Under the endpoint
observation model, 𝑐𝜇 is measurable and ∫𝐹 𝑐𝜇(𝑧) 𝜈(𝑑𝑧) = 1. The random
evidence 𝑐𝜇(𝑍) is finite and strictly positive almost surely.

68



Measurement kernels and predictive evidence

Proof. Apply Tonelli’s theorem to the nonnegative jointly measurable func-
tion 𝑔. Measurability of parameter integrals gives measurability of 𝑐𝜇, and
interchange of integration gives

∫
𝐹

𝑐𝜇(𝑧) 𝜈(𝑑𝑧) = ∫
𝐸

(∫
𝐹

𝑔(𝑧, 𝑥) 𝜈(𝑑𝑧)) 𝜇(𝑑𝑥) = 1.

The joint model, integrated over all states, also gives ℙ(𝑍 ∈ 𝐶) =
∫𝐶 𝑐𝜇(𝑧) 𝜈(𝑑𝑧). Thus the set on which 𝑐𝜇 = 0 has observation probability
zero. Since its integral is finite, 𝑐𝜇 is infinite only on a 𝜈-null set, which
also has observation probability zero. □

The proposition concerns a reading drawn from the model: the excep-
tional set {𝑐𝜇 = 0} ∪ {𝑐𝜇 = ∞} has observation probability zero. A reading
supplied from outside the model, through a sensor fault or a transcription
error, can fall in it, and so the denominator is evaluated at the data before
any division.

Theorem 3.4 (Bayes formula for a kernel). For each 𝑧 satisfying 0 <
𝑐𝜇(𝑧) < ∞, define 𝜇𝑧(𝑑𝑥) ∶= ℓ𝑧(𝑥)𝜇(𝑑𝑥)/𝑐𝜇(𝑧). This is a probability mea-
sure. Extend it by any measurable probability assignment on the excep-
tional observation set. The resulting kernel is a regular conditional law of
𝑋 given 𝑍. At an admissible 𝑧, its expectation of a measurable real function
𝜑 is 𝜇𝑧(𝜑) = 𝜇(𝜑ℓ𝑧)/𝑐𝜇(𝑧) whenever 𝜇(|𝜑|ℓ𝑧) < ∞.

Proof. Fix an admissible 𝑧. Integration of a nonnegative function against
𝜇 defines a measure, and its mass after division by 𝑐𝜇(𝑧) is one. For each
measurable 𝐴 ⊂ 𝐸, the map 𝑧 ↦ 𝜇𝑧(𝐴) is measurable on the admissible
set by measurability of numerator and denominator. A constant probability
assignment, for example 𝜇 itself, supplies a measurable extension; any other
measurable probability assignment serves equally well.

Write 𝐷 ∶= {𝑧 ∶ 0 < 𝑐𝜇(𝑧) < ∞} and Γ(𝐴; 𝑧) ∶= ∫𝐴 𝑔(𝑧, 𝑥) 𝜇(𝑑𝑥). For a
measurable observation set 𝐶, the proposed kernel satisfies

∫
𝐶

𝜇𝑧(𝐴) ℙ𝑍(𝑑𝑧) = ∫
𝐶∩𝐷

Γ(𝐴; 𝑧) 𝜈(𝑑𝑧).

On {𝑐𝜇 = 0} the kernel Γ(𝐴; ⋅) vanishes, because it is bounded by
Γ(𝐸; ⋅) = 𝑐𝜇, and {𝑐𝜇 = ∞} is 𝜈-null. We can therefore replace 𝐶 ∩ 𝐷
by 𝐶. The result is ℙ(𝑋 ∈ 𝐴, 𝑍 ∈ 𝐶), the defining disintegration identity.
Applying this identity to nonnegative simple functions and taking increasing
limits proves the expectation formula for nonnegative tests; applying it
separately to positive and negative parts proves the integrable case. □
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